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Fig. 4. lightcurves of four TDE candidates identified by the module. Full dots represent detections extracted from Fink alerts,
while semi-transparent ones are extracted from data-release photometry.

4.3. Early identification performance

Fig. 5. Time of the first alert that led to a TDE candidate
identification as a function of the peak-flux time for each known
TDE correctly classified by our module. Both times are mea-
sured with respect to first detection within 100 days prior to the
peak. The color scale illustrates the number of detections within
this window culminating in a true positive classification.

Considering that the main objective of this work is
to identify candidates as early as possible to enable their
follow-up, it is relevant to assess how early in their rise we
may actually identify them. To do so, we evaluated each
known TDE in our sample using the Leave-One-Out ap-
proach (see Section 4.1) to train the “nuclear” classifier
on all the dataset except one TDE event at a time, and
then applying it for all segments of the excluded event’s
lightcurve. Such procedure ensures the resulting models in
each iteration are as similar as possible to the final model,
presented in Section 3.4, while avoiding training on the test
object. From this evaluation, we extract for each candidate
the time of the first alert classified as a rising TDE.

Figure 5 shows the time of first identification as a func-
tion of the time of maximum flux for each TDE candidate.
Both quantities are measured with respect to the first detec-
tion within the 100-day window preceding the peak, which
itself is defined as the last data point satisfying the rising

and not decaying criteria described in Section 3.1. Out of
the 42 TDEs in the sample, 34 (81%) were correctly clas-
sified at least once during their rise, including 4 that were
only flagged at the peak (data points on the diagonal). The
latter might demand a more rapid follow-up response, de-
pending on their brightness and how fast they decay. Nev-
ertheless, the remaining cases were identified earlier, with
the delays predominantly dominated not by the classifier
itself but instead by preliminary selection criteria like flux
availability in both bands. Half of these TDEs were identi-
fied before reaching 52% of their rising phase, and a quarter
of them were identified as early as a 38% of their rise. Such
early identification enables potential monitoring of the rest
of the rising phase and provides enough time to potentially
perform follow-up observations at their peak.

5. Discussion
5.1. Classifier design choices

Probably the biggest challenge in this work was conceiving
a classifier able to learn, and generalize specific character-
istics from the small number of known TDEs available for
training. Thus, enabling the identification of less-canonical
or previously unobserved TDE-like events, making the mod-
ule sensitive to a broader spectrum of behaviors consistent
with theoretical expectations.

Moreover, we prioritized completeness (recall) over pu-
rity (precision). While this increases the likelihood of de-
tecting true TDEs, it also leads to a higher rate of false
positives, requiring a subsequent manual vetting step.

Aligned with this philosophy, we decided to loosen cer-
tain criteria that could be applied to exclude AGNs, such
as applying stricter cuts on historical activity or removing
AGNs based on catalog cross-matches. This decision was
motivated by the possibility of capturing repeated TDEs
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Figure 3. Magnitude histograms for simulated Kilonovae
with the Bulla (Blue) and Kasen (Orange) models. We show
the nominal 5-sigma source detection limits for each band–
pass for Rubin as a vertical line, and shade the region for
which photometry is fainter in light grey.

Collaborations (S. Antier et al. 2020). Since 2021,
they have developed 3 di!erent kilonova candidate fil-
ters based on: (i) Machine Learning algorithm scores
(B. Biswas et al. 2023), (ii) Potential host-galaxy cross-
match using Mangrove catalogue (J.-G. Ducoin et al.
2020) and (iii) decline rate of the light-curve (I. An-
dreoni et al. 2021). There are also additional criteria to
reject asteroids, known variables and transients. These
filters have been deployed in Fink and have identified
potential candidates (V. Aivazyan et al. 2022; I. Tosta
e Melo et al. 2024).
We also take into account the criteria presented in D.

Scolnic et al. (2018) and C. N. Setzer et al. (2019). The
criteria are (1) have two alerts separated by at least 30
minutes to reject asteroids, (2) be observed in at least
two filters with SNR → 5 to characterise them, (3) in-
clude SNR → 5 observations separated by no more than
25 days to reject long-lived events, (4) have at least one
observation of the same location within 20 days prior to
the first SNR → 5 detection, and (5) have at least one

Figure 4. Broker detection e!ciency as a function of sim-
ulated redshift. We show the ratio of light-curves with
an emitted alert (SNR > 5) as a fraction of all simulated
light-curves. Results are generated using two di”erent kilo-
nova lightcurve models, Bulla (blue) and Kasen (orange).
The error bars are from propagated Poisson uncertainties.

observation of the same location within 20 days after the
last SNR → 5 detection.
In Section 4.2, we have found that the alert brokers do

not receive more than a handful of detections for kilo-
nova candidates. Thus, here we propose di!erent filters
with sequential cuts that do not make use of machine
learning classification scores nor require at least 4 de-
tections in di!erent filters. We expand also the criteria
to reject asteroids and other know transients and vari-
ables.
Basic cuts:

1. Remove all alerts which are potential subtraction
artefacts.

2. Remove all alerts cross-matched within 2” with
known variable stars and transients using Fink
and the CDS xmatch service.

3. Remove all alerts cross-matched with a Gaia
source that has a parallax measurement with
SNR > 5.

4. Remove all sources cross-matched within 2” to
Variable star catalogues such as the General Cat-
alog of Variable Stars (GCVS; N. N. Samus’ et al.
2017) and the Variable Star Index (VSX; P. N.
Kholopov et al. 1992).

5. Remove all alerts close by to asteroids catalogued
in the Minor Planet Catalogue (MPC).
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(a)

(b)

(c)

Figure 2. Well sampled simulated kilonova light-curves for the Kasen model (a) and Bulla model (b) in the Wide Fast Deep
fields and (c) the Bulla model in the Deep Drilling Field. The first three columns show the data that the Fink broker will
receive. The di!erent columns show: 1. the first alert received by the broker, 2. the second alert plus forced photometry if the
new alert has been received more than one day after the first alert, 3. all data received by the broker, 4. the full light-curve
detected by Rubin (including proprietary data). Detections with SNR higher than 5 are shown in opaque circles while SNR
between 1 and 3 are semi-transparent and are equivalent to the forced photometry received by the broker. We indicate the time
of maximum brightness of the kilonova with a black grey line and the range of data received by the broker in grey.
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Fig. 4. lightcurves of four TDE candidates identified by the module. Full dots represent detections extracted from Fink alerts,
while semi-transparent ones are extracted from data-release photometry.

4.3. Early identification performance

Fig. 5. Time of the first alert that led to a TDE candidate
identification as a function of the peak-flux time for each known
TDE correctly classified by our module. Both times are mea-
sured with respect to first detection within 100 days prior to the
peak. The color scale illustrates the number of detections within
this window culminating in a true positive classification.

Considering that the main objective of this work is
to identify candidates as early as possible to enable their
follow-up, it is relevant to assess how early in their rise we
may actually identify them. To do so, we evaluated each
known TDE in our sample using the Leave-One-Out ap-
proach (see Section 4.1) to train the “nuclear” classifier
on all the dataset except one TDE event at a time, and
then applying it for all segments of the excluded event’s
lightcurve. Such procedure ensures the resulting models in
each iteration are as similar as possible to the final model,
presented in Section 3.4, while avoiding training on the test
object. From this evaluation, we extract for each candidate
the time of the first alert classified as a rising TDE.

Figure 5 shows the time of first identification as a func-
tion of the time of maximum flux for each TDE candidate.
Both quantities are measured with respect to the first detec-
tion within the 100-day window preceding the peak, which
itself is defined as the last data point satisfying the rising

and not decaying criteria described in Section 3.1. Out of
the 42 TDEs in the sample, 34 (81%) were correctly clas-
sified at least once during their rise, including 4 that were
only flagged at the peak (data points on the diagonal). The
latter might demand a more rapid follow-up response, de-
pending on their brightness and how fast they decay. Nev-
ertheless, the remaining cases were identified earlier, with
the delays predominantly dominated not by the classifier
itself but instead by preliminary selection criteria like flux
availability in both bands. Half of these TDEs were identi-
fied before reaching 52% of their rising phase, and a quarter
of them were identified as early as a 38% of their rise. Such
early identification enables potential monitoring of the rest
of the rising phase and provides enough time to potentially
perform follow-up observations at their peak.

5. Discussion
5.1. Classifier design choices

Probably the biggest challenge in this work was conceiving
a classifier able to learn, and generalize specific character-
istics from the small number of known TDEs available for
training. Thus, enabling the identification of less-canonical
or previously unobserved TDE-like events, making the mod-
ule sensitive to a broader spectrum of behaviors consistent
with theoretical expectations.

Moreover, we prioritized completeness (recall) over pu-
rity (precision). While this increases the likelihood of de-
tecting true TDEs, it also leads to a higher rate of false
positives, requiring a subsequent manual vetting step.

Aligned with this philosophy, we decided to loosen cer-
tain criteria that could be applied to exclude AGNs, such
as applying stricter cuts on historical activity or removing
AGNs based on catalog cross-matches. This decision was
motivated by the possibility of capturing repeated TDEs
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of the rising phase and provides enough time to potentially
perform follow-up observations at their peak.

5. Discussion
5.1. Classifier design choices

Probably the biggest challenge in this work was conceiving
a classifier able to learn, and generalize specific character-
istics from the small number of known TDEs available for
training. Thus, enabling the identification of less-canonical
or previously unobserved TDE-like events, making the mod-
ule sensitive to a broader spectrum of behaviors consistent
with theoretical expectations.

Moreover, we prioritized completeness (recall) over pu-
rity (precision). While this increases the likelihood of de-
tecting true TDEs, it also leads to a higher rate of false
positives, requiring a subsequent manual vetting step.

Aligned with this philosophy, we decided to loosen cer-
tain criteria that could be applied to exclude AGNs, such
as applying stricter cuts on historical activity or removing
AGNs based on catalog cross-matches. This decision was
motivated by the possibility of capturing repeated TDEs
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Figure 3. Magnitude histograms for simulated Kilonovae
with the Bulla (Blue) and Kasen (Orange) models. We show
the nominal 5-sigma source detection limits for each band–
pass for Rubin as a vertical line, and shade the region for
which photometry is fainter in light grey.

Collaborations (S. Antier et al. 2020). Since 2021,
they have developed 3 di!erent kilonova candidate fil-
ters based on: (i) Machine Learning algorithm scores
(B. Biswas et al. 2023), (ii) Potential host-galaxy cross-
match using Mangrove catalogue (J.-G. Ducoin et al.
2020) and (iii) decline rate of the light-curve (I. An-
dreoni et al. 2021). There are also additional criteria to
reject asteroids, known variables and transients. These
filters have been deployed in Fink and have identified
potential candidates (V. Aivazyan et al. 2022; I. Tosta
e Melo et al. 2024).
We also take into account the criteria presented in D.

Scolnic et al. (2018) and C. N. Setzer et al. (2019). The
criteria are (1) have two alerts separated by at least 30
minutes to reject asteroids, (2) be observed in at least
two filters with SNR → 5 to characterise them, (3) in-
clude SNR → 5 observations separated by no more than
25 days to reject long-lived events, (4) have at least one
observation of the same location within 20 days prior to
the first SNR → 5 detection, and (5) have at least one

Figure 4. Broker detection e!ciency as a function of sim-
ulated redshift. We show the ratio of light-curves with
an emitted alert (SNR > 5) as a fraction of all simulated
light-curves. Results are generated using two di”erent kilo-
nova lightcurve models, Bulla (blue) and Kasen (orange).
The error bars are from propagated Poisson uncertainties.

observation of the same location within 20 days after the
last SNR → 5 detection.
In Section 4.2, we have found that the alert brokers do

not receive more than a handful of detections for kilo-
nova candidates. Thus, here we propose di!erent filters
with sequential cuts that do not make use of machine
learning classification scores nor require at least 4 de-
tections in di!erent filters. We expand also the criteria
to reject asteroids and other know transients and vari-
ables.
Basic cuts:

1. Remove all alerts which are potential subtraction
artefacts.

2. Remove all alerts cross-matched within 2” with
known variable stars and transients using Fink
and the CDS xmatch service.

3. Remove all alerts cross-matched with a Gaia
source that has a parallax measurement with
SNR > 5.

4. Remove all sources cross-matched within 2” to
Variable star catalogues such as the General Cat-
alog of Variable Stars (GCVS; N. N. Samus’ et al.
2017) and the Variable Star Index (VSX; P. N.
Kholopov et al. 1992).

5. Remove all alerts close by to asteroids catalogued
in the Minor Planet Catalogue (MPC).
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(a)

(b)

(c)

Figure 2. Well sampled simulated kilonova light-curves for the Kasen model (a) and Bulla model (b) in the Wide Fast Deep
fields and (c) the Bulla model in the Deep Drilling Field. The first three columns show the data that the Fink broker will
receive. The di!erent columns show: 1. the first alert received by the broker, 2. the second alert plus forced photometry if the
new alert has been received more than one day after the first alert, 3. all data received by the broker, 4. the full light-curve
detected by Rubin (including proprietary data). Detections with SNR higher than 5 are shown in opaque circles while SNR
between 1 and 3 are semi-transparent and are equivalent to the forced photometry received by the broker. We indicate the time
of maximum brightness of the kilonova with a black grey line and the range of data received by the broker in grey.
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D2. PROJECT DESCRIPTION 

PROJECT TITLE  ―  Explosive Astrophysics from Siding Spring Observatory 

PROJECT AIMS AND BACKGROUND 

Throughout ancient times, stars in the night sky appeared overwhelmingly static, except for a few rare ‘guest stars’ or 
‘novae’ that appeared suddenly, centuries apart, and then faded away within weeks to months, never to be seen again. 
Today, we know these ‘transients’ to be distant explosions: supernovae, gamma ray bursts, and merging neutron stars, 
but there are also others that so far defy classification. We try to understand what they are, the physics that underpins 
them, and how they shape and affect their surroundings, including the potential to impact life on Earth. 

The study of explosive astronomical transients is a field that is now entering a golden age. This is due partly to new 
telescopes that will detect orders of magnitude more transient sources via their electromagnetic radiation than has been 
possible in the past, and partly to new facilities that can detect transient sources using alternative ‘messengers’, such as 
gravitational waves, gamma rays and neutrinos. Because explosive transients are typically only briefly visible, 
understanding their physics requires rapid follow-up with facilities that can observe them shortly after they occur. Such 
follow-up is best achieved by using a distributed global network of robotic telescopes that can both discover events and 
instantly and automatically respond with detailed follow-up observations.  

Located in the southern hemisphere and west of the major transient discovery facilities in South America, the telescopes 
at Siding Spring Observatory (SSO) in northern NSW are ideally placed to be a key part of this global network.  

This project aims to link telescopes at Siding Spring Observatory into a fully automated network 
that can discover and investigate explosive astronomical events. By linking these telescopes to one 
another and to telescopes distributed around the world, it will be possible to study these transitory 
events in exquisite detail soon after they occur and before they fade away forever. 

SSO is Australia’s largest optical astronomical observatory. It is home to over a dozen telescopes, many of which are 
dedicated to studying astronomical transients. In 2022, two new facilities dedicated to discovering transients will 
commence construction at SSO: the ARC-funded DREAMS project, which will discover transients in the as-yet-
unexplored near-infrared wavelength domain, and GOTO-South, which is seeking the electromagnetic counterparts of 
gravitational wave events. SSO is also home to the ANU 2.3-metre telescope (the second largest optical telescope in 
Australia), which is in the process of being fully automated. It will be a key facility in the SSO network.  

 

 

The project has four key objectives: 

1. Create a network of telescopes at Siding Spring Observatory, the SSO Transient Network, that enables time-
critical observations of explosive astrophysical transients to be performed automatically and at short notice;  

2. Develop software to interface this network into the wider global network of transient discovery machines, such 
as the Legacy Survey of Space and Time (LSST) on the new billion-dollar Rubin Observarory; 

3. Complete the automation of the ANU 2.3-metre telescope and integrate it into the network; and 

4. Build a new tertiary mirror mechanism for the ANU 2.3-metre telescope to allow rapid switching between 
different instruments for rapid follow-up of transient objects. 

 

An image of Siding Spring Observatory 
(SSO) looking east. The SSO Transient 
Network will initially include the visible and 
near-infrared imaging capabilities of 
GOTO-South and DREAMS, and the 
automated ANU 2.3-metre telescope 
equipped with the WiFeS spectrograph. 
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Science portal





19

REST API

fink-tutorials schemas page

ZTF Rubin



20

Data Transfer



• “Technology is here (easy) but a million scientific pieces puzzle (hard)”


• We can’t do scientific analyses as we have done before…

• Not a single person or team knows everything on the time-domain sky


• One human's trash is another human's treasure
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What have we learned?

Many services to access and filter Rubin/ZTF data 


Community driven, you can shape Fink!


fink-broker.org 
 contact@fink-broker.org

http://fink-boker.org
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